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AAl Factory
ADirectLiquidCooling

AAir Cooled racks




Al Factory

Academia, SMB or Enterprise




Industrial Factory

Raw material Product
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Al Factory

MANUFACTURING
TRANSPORTATION
HEALTHCARE
Al FACTORY COMPUTING

Raw Data

>

5 Accelerate Everything © 2026 Supermicro



EXPERIMENTATION ADOPTION

The GenAl Scramble The Al Pivot

GenAl applied to existing workflows Assisted/Agentic processes
reshaping applications

Productivity Insight

!

e

- Al-assisted processes

Al-enhanced applications

Source: IDC Research 2024
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TOKEN

Tokenization is a preprocessing technique used in Natural Language Processing (NLP)

NLP algorithms segment large texts into smaller tokens that NLP tools can process.

T Dmﬂt(_)IE S EI one of | the|| most| popular | plants| | for | vegetable _gardens[l

Ti p | for]| success E”E you | select] | varieties | that] are resistant | to|| disease| and

pest ngmwinéltomameﬂ can| [ be] [ quite] [easy] . [For experienced |éarden

looking] for || a challenge| , there | are{| endless [l heir{ loom| | and specialtxl

varieties to | cultiv 'ﬁu T] Ematﬂl plantgl come @ a rangﬂ [of [I

This illustration shows how an NLP algorithm might break text into a collection of tokens.
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5 Al Compute Architectures
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Al Machines for Manufacturing

(ERTR
AN

RTX PRO Server HGX B300
Muiti-Workload Acceleration, Al-Optimized Performance for Training and
Enterprise DC Compatibility Large Model Inference
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GB300 NVL72

Exascale Computer in a Rack for Massive
LLM Training and Inference




Al RESEARCH Al PRODUCTION Al AGENT

(LEARNING PHASE) (INFERENCE PHA SE) (AUTONOMOUS PHASE)
> Power
A100 (EoL)  H200 H200 NVL RTXPro6k BSE  B200 B300 Precision
Form Factor SXM SXM PCle PCle SXM SXM
FP64 9.7TF 34TF 30TF 2TF 37TF 1.2TF
FP64 Tensor Core 19.5TF 67TF 60TF - 37TF 1.2TF
FP32 19.5TF 67TF 60TF 120TF 75TF 75TF
TF32 Tensor Core (Sparce) 312TF 989TF 835TF 468TF 2,200TF 2,200TF
FP16/BF16 Tensor Core (Sparce) 624TF 1,979 TF 1,671TF 935TF 4,500TF 4,500TF
FP8/FP6 Tensor Core - 3,958TF 3,341TF 1,870TF 9,000TF 9,000TF
INT8 Tensor Core (Sparce) 1,248TF 3,958TF 3,341TF 1,870TF 9,000TF 9,000TF
Peak FP4 Al (Sparce) - - - ATF 18,000TF 18,000TF
Peak FP4 Al (Dense) - - - 2TF 9,000TF 14,000TF .
Ray Tracing Core perf - - - 355TF - -
GPU Mem 80GB HBM2e 141GB HBM3e 141GB HBM3e 96GB GDDR7  180GB HBM3e 288GB HBM3e
TDP 400W 700W 600W 600W 1000W 1100W

10 Accelerate Everything © 2026 Supermicro



Select the Best GPU for the Job
(A W T - S R

Foundational Model Training B300 / GB300
Fine Tuning / Inference (B300 / GB300) B300 / GB300
Large LLM Model Training and ]
Inference
Double Precision (FP64) Workloads? GB300
Memory-Dependent Workloads (HBM3e req.) ? B300 / GB300

Compute-heavy Workloads y
No Graphics 4 | Mid to Large LLM Inference (>70B) / FP64); <20kW Rack H200 NVL Enterprise Server

Power Constraints

Fine-Tuning/Inference/RAG (< 70B Parameters) RTX PRO Server

Early in Al Journey? Data Center Refresh? RTX PRO Server
it | | <20kW Data Center Rack? PCle Flexibility? RTX PRO Server

Flexible + Lower Power - : : i e

Visual Computing Workloads (Graphics, Design, Digital

Twins)? RTX PRO Server

Additional Workloads (Data Analytics, Simulation, FP32

HPC)? RTX PRO Server
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Al Factory Component Logics

Construction IT DCBBS Operation
DCBBS DCBBS
Accelerator Fabric Storage & Control Plane Management
- Protocol: Ethernet or InfiniBand  Protocol: Ethernet Protocol: Ethernet Deployment
Bu”dmg Speed:  Up to 800Ghit Speed:  Up to 400Ghit Speed:  Up to 1Gbit \ and
GpF% t;zri(c;pu GI::L%) ngi?pu GT:L;O l;znfpu cr;% ;ﬁfpu sm?::jcp smzzlicp s,oZiLic., Smegzl:cp clz!;%ﬁh clmgmcifn CDE‘Z,;V“C“ 6052%“5,‘ Ej FlREWALQ Acce ptan Ce
Electric = Orchestration
= and
= mo ey Em| [ Maintenance
Supermicro Control Plane
ACCE|eratOI‘ ALL Flash Management| | Nodes Clusters
Cooling Cluster Storage Support
and
kubernetes On'Slte

DCBBS& Data Center Building Block Solution
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https://www.supermicro.com/en/solutions/dcbbs

POD Example

MDC POD 1

- GB300 NVL72 Racks

- InfiniBand Leaf Racks
== ==
SIHINE  InfiniBand Spine Racks ' ‘ | |

convesed  Converged 01 Racks

converged  Converged 02 Racks

OOB 0O0OB Network Rack

ISIBS] Software Defined Storage

MGMT  Management Rack

Tenant Racks with Servers ?

Converged Converge
01 02

= Schpeider

PREFAERICATED MODULAR
DATA CENTERS
SECURE POWER

WAL 58, C0M
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Converged
o1
Converged
02
00B
SDS

MGMT

14

Project example

96x GB300 NVL72 Racks

16x InfiniBand Leaf Racks
12x InfiniBand Spine Racks
5x Converged 01 Racks

1x Converged 02 Racks

1x OOB Network Rack

2x Software Defined Storage

1x Management Rack

3x Tenant Racks with Servers

Accelerate Everything © 2026 Supermicro

MDCPOD 2

MDCPOD 3

Tenant :

Tenant |
=

MDCPOD 4

MDC POD 5

Converged
o1

MGMT

MDCPQOD 6
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Quote brealout example for Al Clusters

Cluster Part Description Quote Number Quantity

1 | Accelerator Cluster GPU rack SRS-GB300-NVL4-MO-customer(QN) 96
2 | E/W Infiniband Rack for East / West network SRS-48UNTW-EWSP-01-customer(QN) 12
SRS-48UNTW-CONV-01-customer(QN) 5

3 | N/S Converged / Ethernet | Rack for North / South network SRS-48UNTW-CONV-02-customer(QN) 1
4 | OOB Network / Ethernet Rack for Management switch SRS-48NTWK-OOBN-01-customer(QN) 2
Rack Software Defined Storage SRS-48UNTW-SDS-customer(QN) 2

> | AllFlash Storage System for SDS 86015000-6688 1
Rack for Management Nodes SRS-48CLDC-SCCA-01-customer(QN) 1

6 | MGMT Rack SMC SYS for SCC 8601500-8688 2
SYS for Admin K8S nodes 8601500-8688 3

7 | TENANT rack Rack for Tenant Servers SRS-48CLDC-TENT-01-customer(QN) 3
System for Tenant 8601500-8688 21

8 ON-Site Services

Deployment, acceptance tests and benchmarks

SOQ for All Supermicro rack

9 | On-Site Deployment

L11 + L12 Testing

SOQ for rack level and cluster level test

Enteprise Software

10

Enteprise Services

Can be Purchased via:
Supermcro or from local Distributor

860150-8688, 96x Lic

860150-8688

- Schneider Electric

Modular DC, In-Row CDU and Airconditioning

PODs & CDUs & CRAC
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EuroHPC Al Factories

%ﬁ \— Al Factories

—
@ AIF Hosting Countries
{_J AIF Partner Countries

% Countries with
AIF antennas

e AlFA ICE
— HunAlFA
B B AIF IRL-Antenna
Bl HEARTS
BB BE-AIFA
LR

B UKAIFA
B8R VEZILKA
= AIFA-LAT
= Pharos-CY
* B CALYPSO
BB skaiaT
E FAIMA

_} Remaining EuroHPC
Participating States

Tiitih

|

&

Note:
Other verticals are coping request framework
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https://www.eurohpc-ju.europa.eu/eurohpc-ju-selects-six-additional-ai-factories-expand-europes-ai-capabilities-2025-10-10_en
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Example of Award Criteria

Criterion Score calculation Score Mi | Total
n Score
1. Techmical Value | For Sub-criterions 1.1 and 1.2, form a score from the 0-56 pt 29
of the system indrvidual scores s; Target Capabilities: [42.43%] | pt
design
6t VR 0-50pt.
For Sub-criterion 1.3: Qualitative evaluation: 0-6pt.
Section 3 of
Techmnical
Specification
2. Cost Score according to the described methodology m 0-40 pt 22
Performance section 12.1.8 of the Technical Specification. The final | [30.30%] | pt
Analysis Cost Performance Analysis score formula 1s the
following:
_ _|_pv) Q) gl
Section 4 of Score(v) = max(p(¥)] 11| 40 pt
Techmical v '
Specification

3. Quality of
Services

Qualitative evaluation of the services provided, C3 0-16pt | 9pt
[12.12%]

Sections 5, 6 and 7

of Technical

Specification

4. EU added value

Qualitative Evaluation based on Section 7 of Technical

0-20 pt 11

Specification. [15.15%] | pt
Section 8 of

Techmical

Qualitative evaluation, C4
Specification
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Couple of Key Points

AEarly Engagement as Much as Possible (RFI Stage is preferred)
ACustomer Used Case (HPC or NCP)

AReference Architecture is starting point

ACollaboratiorg Internally and Externally

AMulti months project

AComponents Availability and Forecast

ATTOg Time To Operational
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Direct Liquid Cooling
DLC




Largest Al Supercomputer Powered by
SUpermicro

2 2 NI RQa [ FOodef AlClugteh |j dzA R

A 100,000 NVIDIA H100 Tensor Core GPUs

A Multi-billion-dollar cluster, deployed in 122 days

A The basic building block for this Supercomputer is the Supermicro-tigaied rack

A 8x 4U servers each with 8 GPUs, for a total of 64 GPUs per rack, plus a CDU
1,500+ Racks, 1,500+ CDUs, 300K+ cables

A SpectrumX (400GB) Ethernet

A{ dzZLISNXY A ONRB Q& RSaA3Iy A a-cdoR® and all od o Na@hdtay F

—

p

RN
ARGRERR

Supermicro NVIDIA Supermicro Liquid NVIDIA SpectruaX
HGX Systems Cooling Total Solution Ethernet networking
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Data Center End-to-End
_iquid-Cooling Solution

Up to 40% More Al per Watt with The Next Generation DiteeThip Liquid Cooling Solutions

Power Savings Water Savings System Heat Capture Quiet Data Center Space Savings

up to 400/0 up to 400/0 up to 980/0 as low as SOdB up to 600/0

Savings in entire data center Savings with 45 °C warm water Heat capture in DLC-2 Liquid-cooling Significantly reduces noise with Savings with more than 2.5x
(vs. Air-cooling) by using operation and eliminating with CPU, GPU, PCle Switch, DIMM, less fans and fan speed. As compute density compared to
Supermicro DLC-2 chilled water and compressor VRM, PSU, and more quiet as a library air-cooled systems

Supermicro DLC-2 reduces power costs by up to 40%,
accelerate time-to-deployment and time-to-online, and
allow data centers to run more efficiently with lower PUE,
while lowering TCO by up to 20%

21 Super Micro Computers, Inc. | Rev.1 -
Con



Why plan for liquid cooling

Power hungry Al Servers driving higher energy consumption

Supermicro Rack Scalable Unit (Current design)
Supermicro AIGPU Servers

Superchips H

Al GPUs

%

CPUs

Air-cooled

22 Super Micro Computers, Inc. | Rev.1.0

Air Cooled

(New design)

10U AirCooled HGX
B200 8GPU System

— 5 Racks, 256 GPUS

Higher density with lower energy cost, rack space and server noise

Liquid Cooled

4U Liquid Cooled HGX
B200 8GPU System




Supermicro Liguid Cooling Solutions

In-Rack CDU
A Installed within the server rack
ADirectIy cools IT equipment at the source

A Provides localized cooling with shorter coolant lines

A A CDU can be placed at different
heights within the rack to cool a
specified number of servers,
reducing tube lengths

A Modern CDUs can remove 100+ kW
of heat, sufficient for most of today's
server designs

23 Super Micro Computers, Inc. | Rev.1.0

In-Row CDU

A Located outside the server rack or data center
A cools coolant circulated throughout the facility
ASupportS larger cooling capacities but requires longer coolant lines

A Allows more flexibility in rack design and layout




~ull Portfolio of Liguid Cooling Solutions

Liquid Cooled Rack Configurations Components

—o(

Cooling Tower

High Density Multi-Node GPU System High Density GPU
Compute Rack System

24 Super Micro Computers, Inc. | Rev.1



